
Ant-inspired Walling Strategies for Scalable Swarm Separation:
Reinforcement Learning Approaches Based on Finite State Machines

Shenbagaraj Kannapiran1, Elena Oikonomou2, Albert Chu2†, Spring Berman1, and
Theodore P. Pavlic2,3

1School for Engineering of Matter, Transport and Energy, Arizona State University, Tempe, AZ 85287, USA
(E-mail: shenbagaraj@asu.edu, spring.berman@asu.edu)

2School of Computing and Augmented Intelligence, Arizona State University, Tempe, AZ 85281, USA
(E-mail: e.oikonomou@asu.edu, abchu@asu.edu, tpavlic@asu.edu)

3School of Life Sciences, Arizona State University, Tempe, AZ 85281, USA

Abstract: In natural systems, emergent structures often arise to balance competing demands. Army ants, for example,
form temporary “walls” that prevent interference between foraging trails. Inspired by this behavior, we developed two
decentralized controllers for heterogeneous robotic swarms to maintain spatial separation while executing concurrent
tasks. The first is a finite-state machine (FSM)-based controller that uses encounter-triggered transitions to create rigid,
stable walls. The second integrates FSM states with a Deep Q-Network (DQN), dynamically optimizing separation
through emergent “demilitarized zones.” In simulation, both controllers reduce mixing between subgroups, with the
DQN-enhanced controller improving adaptability and reducing mixing by 40–50% while achieving faster convergence.
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1. INTRODUCTION

Autonomous spatial coordination remains a funda-
mental challenge in swarm robotics, particularly in sce-
narios where heterogeneous subgroups must operate con-
currently without mutual interference. Swarm effec-
tiveness often depends on the robots’ ability to main-
tain task-specific spatial allocations while dynamically
adapting to environmental and inter-agent interactions.
A critical functionality in such contexts is the decen-
tralized separation of subgroups, ensuring that they can
perform their respective tasks without obstructing each
other. For example, swarms engaged in disaster re-
sponse could form protective barriers to create corridors
for safe transport of victims to medical assistance teams.
In warehouses, robots with depleted energy can benefit
from unobstructed pathways to recharging stations cre-
ated by walling off fully charged robots, significantly
reducing interference and thus decreasing their average
time to recharge. In swarms performing agricultural
tasks, subgroup separation can facilitate dedicated har-
vesting routes, prevent collisions, and maintain efficient
task distribution among specialized groups of robots.

To address this challenge, we focus on the design
of robot controllers that produce “dissipative infrastruc-
tures”: temporary, emergent structures formed by sub-
groups of robots that reduce interference by acting as
physical or virtual barriers (Fig. 1(a)). These infrastruc-
tures facilitate the unimpeded, efficient operation of the
larger swarm by enforcing local safety invariants, such
as maintaining separation between subgroups or clearing
pathways for time-sensitive operations. The controllers
implement decentralized decision-making based on local
sensing, temporarily reallocating robots to a support task
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Fig. 1 Illustration of example “dissipative infrastruc-
tures” that enforce self-organized separation in collec-
tives. (a) Simulation snapshot showing populations
of two types of agents (orange, black) that maintain
separation by following one of the controllers pre-
sented in this paper, resulting in the emergence of a
dynamic “virtual wall” (dotted line) between the pop-
ulations. (b) Inspiration from observations in Baudier
and Pavlic [1] of self-organized walls of army ants
that act to prevent two large trails from intersecting.

(here, acting as a barrier) that maintains a safety invari-
ant, thereby improving the swarm’s performance at the
primary task. Our approach is inspired by natural sys-
tems, notably ant colonies, where certain ants dynam-
ically shift from primary foraging roles to qualitatively
different supportive behaviors like bridge-building [2] or
wall-formation (Fig. 1(b)). In particular, we draw on
observations of ant walling behavior, where individuals
temporarily halt and form stationary barriers to redirect
conflicting foraging trails, effectively minimizing inter-
ference between colonies. This bio-inspired mechanism
offers a compelling template for enabling decentralized,
task-responsive spatial segregation in robotic swarms.

Various techniques for self-organized separation of



subgroups within robotic swarms have been based on the
differential adhesion hypothesis in cellular developmen-
tal biology, which posits that cells with different adhesion
strengths tend to separate from each other. For example,
decentralized artificial potential-based controllers based
on this concept [3] lead robots to experience different po-
tentials when they interact with robots of different types.
Differential potentials [4, 5] have also been developed to
sort a heterogeneous swarm into spatially separated clus-
ters and concentric rings of different robot types in both
two and three dimensions. Swarm separation has also
been achieved by mimicking cellular adhesion with mag-
netic attractive forces between robots [6].

Other controllers for spatial separation of heteroge-
neous swarms are minimal sensing-based strategies that
rely on simple, local rules and sensor inputs to pro-
duce emergent group-level patterns. In [7], a swarm
of differential-drive robots self-organizes into an arbi-
trary number of groups using line-of-sight sensors that
detect the presence and type of a nearby robot. The
work [8] also presents a differential-drive robot controller
for multi-group aggregation that maps readings from a
line-of-sight sensor to wheel velocities, and a determin-
istic global search algorithm was used to determine the
controller parameters. The work [9] achieves swarm
robotic allocation between two types of collaborative
tasks, each requiring a certain number of robots work-
ing in the same area, with a Finite-State Machine (FSM)-
based controller in which random-walk and dwell-time
parameters are adapted in response to local task require-
ments and task collaboration outcomes.

This prior work largely focuses on designing con-
trollers that produce the specific behavior of swarm spa-
tial separation as an end in itself, rather than as an adap-
tive support structure for ongoing primary tasks. How-
ever, recent work [10] explores task-aware self-sacrifice
behaviors to improve inspection productivity, illustrating
how decentralized robot swarms can reallocate agents to
support roles. Inspired by this emerging perspective, our
work introduces a framework of “dissipative infrastruc-
tures” that generalizes beyond self-sacrificing behaviors.

This paper is organized as follows. In Section 2, we
discuss two different approaches for designing swarm-
based robot controllers for wall-type dissipative in-
frastructures. First, in Section 2.1, we introduce a
hand-designed FSM-based robot controller to produce
swarm separation behaviors similar to ant walling be-
haviors. The controller includes encounter-based state
transitions, which use local sensor information about
other robots, between random-exploration and stationary
states. Then, in Section 2.2, we introduce a hybrid RL–
FSM framework that combines the behaviors modeled
by the FSM controller with deep reinforcement learn-
ing (RL). This integration leverages discrete states for
low-level navigation and a novel DQN architecture for
high-level behavior switching, creating a robust architec-
ture that adapts to dynamic environments while maintain-
ing swarm separation. Our DQN architecture processes

Fig. 2 Finite state machine (FSM)-based robot controller.

three critical input modalities—distance measurements
from (e.g.) Ultra-Wideband (UWB) sensor data [11] for
robust swarm navigation, Angle of Arrival (AoA) data,
and discrete indicators of swarm membership—enabling
decentralized decision-making informed by rich spatial–
contextual awareness. To efficiently handle the variable-
sized input inherent in scenarios with large numbers of
agents, our DQN implementation incorporates an atten-
tion mechanism that preserves linear computational com-
plexity. This sensor-driven approach makes our solution
particularly suitable for real-world deployments where
conventional positioning systems may be unreliable. We
describe our empirical approach to evaluating these two
controllers in Section 3, and in Section 4, we demonstrate
in simulation that our RL–FSM framework maintains sta-
ble spatial coverage, low mixing ratios, and linear com-
putational scaling across a range of swarm sizes with sen-
sor noise and communication constraints. We give con-
cluding remarks and future directions in Section 5.

2. ROBOT CONTROLLERS
In this work, we focus on the design of swarm-based

robot controllers have the potential for spontaneous emer-
gence of dissipative infrastructures. In particular, we fo-
cus on two different approaches for the emergence of
walling that enables two co-existing swarms to maxi-
mally cover an area while also preventing intermix-
ing. Analogous to ant colonies, we designate a “Nest-
mate” of a robot as another robot of its type, and a “Non-
Nestmate” as a robot of the other type.

2.1. Finite State Machine (SM) Controller
First, we introduce a Finite-State Machine (FSM)-

based controller mimicking the observed behaviors of
real army ants engaged in walling [1]. As illustrated in
Fig. 2, it is defined by the 5-tuple (Q;�; �; q0; F ) where:
� Q = fWalling;Moving;Avoid Non-Nestmateg is the
set of states;
� � = fNestmateEncounter; NonNestmateEncounter;
WallingTimerExpired; AboveSafeDist; BelowSafeDist;
MovingNestmateEncounterg is the set of input symbols;
� q0 = Moving is the initial state;
� F = ; is the set of accepting states (not applicable



here); and
� � is the transition function capturing the edges of Fig. 2.

A robot begins in the Moving state, in which it fol-
lows a correlated random walk (CRW), e.g., to perform
an exploration task. Upon encountering a Nestmate, the
robot performs collision avoidance by adjusting its head-
ing, and resumes its CRW search. When encountering
a Non-Nestmate, the robot transitions into the Walling
state, in which it stops moving, and activates a walling
timer. The timer is reset if it encounters a Nestmate in the
Moving state. Once the timer expires, the robot switches
to the Avoid Non-Nestmate state, in which it performs col-
lision avoidance. The robot remains in this state if its dis-
tance to Non-Nestmates is below a safe distance thresh-
old “SafeDist.” It enters the Moving state and resumes a
CRW if its distance to Non-Nestmates is above SafeDist.

2.2. Reinforcement Learning (RL) Controller
We also introduce a novel multi-agent reinforcement

learning (MARL) [12] approach that incorporates a
DQN-based architecture as a high-level policy that se-
lects among discrete walling, avoidance, and exploration
modes, effectively learning when and where to deploy
these behaviors. Furthermore, the DQN is designed
for Ultra-Wideband (UWB)-based swarm control [11];
it processes multi-modal sensor inputs from seven near-
est neighbors, providing a fixed-size representation that
enables consistent inference while capturing rich spatial
relationships within the swarm. For each neighbor, the
network processes UWB distance measurements, Angle
of Arrival (AoA) data, and binary swarm-type indica-
tors that distinguish between same- and opposing-swarm
robots. This architecture leverages UWB’s potential for
accurate range measurements and combines it with deep
learning techniques to create an efficient and adaptive
navigation system for mobile robots.

The proposed architecture, shown in Fig. 3, pro-
cesses UWB sensor measurements to generate optimal
navigation policies. The input layer accepts a variable-
length sequence of UWB measurements from neighbor-
ing robots, consisting of distance measurements d =
fd1; d2; :::; dng and AoA data � = f�1; �2; :::; �ng, where
n represents the number of observable robots within the
UWB range. A binary swarm identifier is also incorpo-
rated for each neighbor. The feature extraction mod-
ule employs a linear transformation that maps the 3n-
dimensional input to a 128-dimensional hidden represen-
tation, followed by batch normalization and a ReLU ac-
tivation function. A dropout layer (rate = 0:2) enhances
generalizability. A key innovation in this architecture is
the incorporation of a multi-head attention mechanism
with four attention heads (32 dimensions each). This
mechanism enables the network to process input of vari-
able size efficiently, learn different aspects of spatial rela-
tionships simultaneously, dynamically weight the impor-
tance of different neighbors, and maintain permutation
invariance in the input sequence. The output layer pro-
duces Q-values for four discrete actions:
1. Avoid Nestmate state (exploration)

Fig. 3 Reinforcement learning-based hybrid controller
architecture: The diagram illustrates the RL-based
navigation system, which processes multi-modal sen-
sor inputs from neighboring robots, including UWB
distance measurements, Angle of Arrival (AoA) data,
and binary swarm-type indicators. The architecture
employs a feature extraction module with a linear
transformation and ReLU activation, followed by a
multi-head attention mechanism for efficient process-
ing of variable-sized input data. The final Q-value
output layer generates optimal navigation actions,
enabling adaptive state switching between walling,
avoidance, and exploration behaviors to maintain
swarm coordination and spatial separation.

2. Avoid Non-Nestmate state (collision avoidance)
3. Standstill state (position holding/walling state)
4. Random Walk state (deadlock resolution/exploration)

For DQN training, we use a centralized training
with decentralized execution (CTDE) paradigm [12],
which enables robust and scalable swarm navigation
while maintaining computational efficiency during de-
ployment. The environment contains two swarms of 30
robots each, with each robot perceiving its seven neigh-
bors via UWB distances, AoA, and binary swarm-type
identifiers. Training follows an episodic reinforcement
learning approach, where each episode runs for 1,000
steps to ensure sufficient interactions for policy learning.
The reward function balances exploration and stability
while penalizing deadlocks and excessive proximity, as
the RL network has access to swarm coverage and mix-
ing ratio during training (Section 3). However, collision
avoidance is implemented as part of a safety mechanism,
and the RL does not interact with the collision avoidance
module. Notably, the network does not utilize or have
access to swarm coverage or mixing ratios during infer-
ence or on individual robots. The DQN is trained using
an experience replay buffer of 100,000 transitions, with
a target network updated every 1,000 steps. The Adam
optimizer is used with a learning rate of 0.001, batch size
of 64, and discount factor of 0.99. An "-greedy strat-
egy gradually shifts from exploration to exploitation by "
relaxation from 1.0 to 0.01 over 50,000 steps. Training
continues for 500,000 steps, after which the learned pol-
icy is deployed in a fully decentralized manner, enabling
efficient and adaptive swarm navigation.

3. SIMULATION ENVIRONMENT
For evaluating the SM and RL controllers, we de-

veloped a custom Pygame-based simulator [13] for
multi-robot interactions, MARL (supporting CTDE us-



ing DQN), and decentralized decision-making. The sim-
ulator models relative localization (e.g., using UWB sig-
nals), allowing each robot to track its seven nearest neigh-
bors to support collision avoidance and local coordina-
tion. Moreover, it incorporates additive noise to sim-
ulate real-world sensor uncertainties. For studying co-
operative and adversarial behaviors among multiple co-
existing swarms, the simulator realizes two distinct robot
populations (swarms A & B) that can interact in space.

The simulator tracks two performance metrics: cov-
erage and mixing ratio. These metrics can be used to
evaluate RL policies and offer quantitative insight into the
effectiveness of the walling strategies, collective move-
ment patterns, and inter-swarm interactions.

Coverage: The coverage by a swarm (A or B) is mea-
sured using the convex hull of the robots’ positions, rep-
resenting a measure of the total area occupied by the
swarm. By dividing this area by the total area of the simu-
lation environment, we obtain the percent of the environ-
ment covered by the swarm. Higher coverage indicates
a more dispersed spatial distribution of robots, which is
critical for tasks such as exploration, environmental mon-
itoring, and cooperative search operations.

Mixing Ratio: The mixing ratio quantifies the degree of
spatial overlap between the two swarms by computing the
intersection area of their convex hulls. It is expressed as a
percentage of the union of the convex hulls. A high mix-
ing ratio indicates significant inter-swarm interaction, rel-
evant for analyzing cooperative or competitive behaviors.
Conversely, a low mixing ratio reflects spatial segrega-
tion, characteristic of effective walling formations.

4. SIMULATION RESULTS

We evaluated the performance of our two controllers
through simulations in our custom environment, com-
paring their coverage and mixing ratio percentages over
time for five different initial swarm configurations, la-
beled Cases 1 through 5 (Fig. 4). To test the effect of
the walling timer, we ran simulations of both controllers
with this timer set either to 0 or 3 seconds. Unless indi-
cated otherwise, results were generated from experimen-
tal treatments with 100 replications using 30 robots in
each swarm; each replication ran for 5,000 time steps.

4.1. Qualitative Results
The simulation snapshots in Fig. 4 highlight distinct

behavioral differences between the two controllers. The
SM controller maintains stable wall-like structures, en-
suring clear separation, but often results in rigid forma-
tions that can lead to stagnation in certain environments.
In contrast, the RL controller exhibits more adaptive be-
havior, dynamically adjusting swarm positions to main-
tain separation while maximizing coverage.

When robots are initialized on opposite sides of the
environment (Cases 1 and 2), both controllers success-
fully preserve the initial separation, but the RL controller
converges faster, stabilizing in fewer steps. In Cases 3

and 5, the RL controller quickly disentangles the two
swarms, whereas the SM controller struggles to estab-
lish clear separation due to the lack of predefined bound-
aries, taking significantly longer to achieve similar be-
haviors. A similar trend is observed in Case 4, where the
RL controller breaks the concentric circle formation ear-
lier, improving overall coverage, while the SM controller
requires more time to disperse the swarms.

It is important to note that although the inclusion of a
walling timer reduces coverage slightly and slows down
mixing ratio convergence, it ensures to an extent that pro-
portional coverage across the swarm is maintained. This
effect is particularly evident in Case 4, where the struc-
tured formation remains more stable. Additionally, in
Case 2, the two swarms initially achieve equal coverage,
but if the orange robots are positioned closer to the cen-
ter, they achieve more coverage than the black robots.
This coverage imbalance is mitigated when using the con-
troller with the nonzero walling timer, suggesting that the
timer effectively acts as a territory marker, helping main-
tain proportional coverage across the swarms.

4.2. Quantitative Results
Figures 5–9 show the coverage percentage and, where

nonzero, mixing ratio percentage for Cases 1–5 with
both controllers and the walling timer set to either 0
or 3 s. They demonstrate the effectiveness of the RL con-
troller at maintaining spatial separation between different
types of robots and optimizing coverage while preserving
the structured decision-making of traditional state ma-
chines. Across the cases, the RL controller exhibited su-
perior adaptability in reducing mixing ratios and optimiz-
ing spatial coverage compared to purely state-machine-
driven approaches. Specifically, in Case 1, the RL con-
troller stabilized in fewer than 250 simulation steps, while
the SM controller required 400–500 steps to reach a com-
parable state. In Case 3, the RL controller achieved a
mixing ratio reduction of 40–50% relative to the SM con-
troller within the first 300 steps, indicating a more effi-
cient disentanglement of the two swarms. The incorpo-
ration of walling timers was observed to enhance propor-
tional coverage distribution, mitigating biases introduced
by initial swarm positioning.

Furthermore, as shown in Fig. 10, evaluations across
swarm sizes ranging from 10 to 100 robots per swarm
indicate that the RL controller maintains consistent sep-
aration and coverage performance, provided that a mini-
mum number of robots are available to sustain effective
walling structures. Notably, Fig. 11 shows a significant
spike in the mixing ratio when the number of robots per
swarm falls below 15, regardless of the opposing swarm’s
size, highlighting a critical threshold for maintaining con-
tinuous wall formations. This suggests that below this
minimum population density, the swarm lacks sufficient
robots to establish stable barriers, leading to increased
inter-swarm mixing and reduced separation efficacy.

These results show that the RL controller is not merely
an RL-based alternative to traditional state machines, but
rather an effective optimization framework that enhances



Fig. 4 Top row: Initial robot positions (step 1) in five simulated cases: (Case 1) Robots initialized at the right and
left edges of the environment; (Case 2) Orange robots initialized at 1/8 the environment width from the left edge,
black robots at the right edge; (Case 3) Robots randomly initialized throughout the environment; (Case 4) Robots
initialized in concentric circles (black: inner, orange: outer); (Case 5) Robots randomly initialized near the center of
the environment. Middle row: Robot positions at step 1000 under the SM controller. Bottom row: Robot positions at
step 1000 under the RL controller.

Fig. 5 Case 1: Coverage and mixing ratio percentages over time (simulation steps) for (top left) SM controller with
walling timer = 0 s; (top right) SM controller with timer = 3 s; (bottom left) RL controller with timer = 0 s; (bottom
right) RL controller with timer = 3 s. Solid lines (shaded regions) are stepwise averages (ranges) over 100 runs.

state transitions and adaptive decision-making within a
state-machine structure, offering a scalable and data-

driven mechanism to improve swarm autonomy while re-
taining the interpretability of finite-state logic.




